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Neural distribution functions

• Factorise 5 (H) into normalisation ◆ and normalised shape ?(H)
5 (H) = 4�2

⇢

H
2

◆ ?(H) , ◆ =
π

dH
H
2

4�2
⇢

5 (H) ,
π

dH ?(H) = 1

• Density ?(H) as gamma mixture in the kinetic energy ⌘
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• Ensure 5  1 for fermions with an unconstrained 50 as 5 = 50/(1 + 50)
• Predict parameters $ with NN conditioned on theory ⇢

$ =
�
◆, (F< , �< ,⌫<)"<=1

 
= NN(⇢;)
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Collision operator

• MC integral over all other particles
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• MadSpace [2] mappings, 5 (H)
sampling, MadNIS flow refinement

• NBE 1000⇥ more sample efficient
than BEST baseline [3]

�2

0

2

R
=

10
3

y2
C
[f
]

��� ��

Ns = 106

semi-analytical
BEST, �̄ = 9.2%
NBE, �̄ = 0.45%
NBE+MadNIS, �̄ = 0.27%

0.9
1.0
1.1

R/
R t

ru
e

10�1 100 101

y

10�3

10�1

|�
R|
/R

tr
ue

Algorithm 1 Phase space generation for a process with < ingoing and = � < outgoing particles.

Require: observed momentum H1, condition ⇢, masses <1, . . . ,<=, proposal densities ?2, . . . , ?<

1: ÆH1 H1Î 3 observed leg, pinned to a fixed axis Î

2: H: ⇠ ?:( · | ⇢), ⌦̂: ⇠ U((2) for : = 2, . . . ,< 3 sample initial legs
3: Dout ⇠ U

�[0, 1]3(=�<)�4�
4: if neural importance sampling then
5: D , �enc ToUnitCube(H2, . . . , H< , ⌦̂2, . . . , ⌦̂< , Dout)
6: D , �flow Flow(D | H1, ⇢) 3 MadNIS refinement
7: (H2, . . . , H< , ⌦̂2, . . . , ⌦̂< , Dout), �dec ToUnitCube�1(D)
8: else
9: �enc, �flow, �dec 1

10: ÆH:  H:⌦̂: for : = 2, . . . ,< 3 build initial state
11:
p
B  
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12: ÆH<+1, . . . , ÆH= , �ps MadSpace(Dout;
p
B , <<+1, . . . ,<=) 3 build final state

13: Fps �enc �flow �dec �ps
Œ

<

:=2
◆:

5:(H: |⇢) 3 importance weight
14: return (ÆH1, . . . , ÆH=; Fps)

Boltzmann equations

• Solve for particle distribution function 50(H)
evolution in expanding universe

• Comoving quantities: time G, momentum H

• Examples: dark matter production,
baryogenesis/leptogenesis, neutrino
decoupling

% 50(H)
% log G

=
1

�

C0[ 5 ]

Challenges

• Increase overall numerical precision
• Advanced collision integrals
(higher-multiplicity processes, NLO)

• Flexible and easy to use framework
• Theory parameter conditioned training for
efficient scans

Boltzmann equation solver

• Fixed-point iteration with stiffness-aware target
• Natural gradient updates include function space geometry
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Algorithm 2 Boltzmann solver step log G= ! log G=+1 fixed-point iteration

Require: condition prior ?prior(⇢), frozen previous solutions =, =�1, . . .
1: =+1 = 3 warm-start from previous step
2: repeat
3: ⇢8 ⇠ ?prior(⇢) for 8 = 1, . . . , ⌫ 3 sample conditions
4: ⇢ (⇢1, . . . ⇢⌫) 3 batched evaluation
5: $;  NN(⇢;;) for ; = = + 1, = , . . . 3 cache distribution function parameters
6: for species 0 = 1, . . . ,# do 3 update each species independently
7: H ⇠ ?( · |$=+1,0) 3 sample test momenta
8: B(H), �(H) evaluate collision integral
9: �(H), ✏ evaluate scheme coefficients
10: 6target(H) )(6(H;$=+1,0), B(H), �(H),�(H), ✏) 3 fixed-point target
11: A8  6(H;$=+1,0) � 6target(H)
12: F  

⇥
?(H|$=+1,0) 6(H;$=+1,0)

⇤�1
13: �  %6(H;$())

%

���
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using autodiff

14: ,  diag(F), � �
>
,�

15: =+1,0  =+1,0 � �
�1
�
>
,A 3 natural-gradient step

16: until convergence criteria satisfied

Example: neutrino decoupling

• Precision Standard Model calculation of #e↵, the effective number of
relativistic neutrino degrees of freedom

• Excellent agreement with the literature result #e↵ = 3.0440 ± 0.0001 [4]

Description NBE Literature

Instantaneous decoupling — 3 (exact)
Non-instantaneous 3.0340 ± 0.0001 3.0350 ± 0.0010
+ finite-temperature QED 3.0434 ± 0.0001 3.0443 ± 0.0010
+ spectral distortions 3.0434 ± 0.0001 3.0434 ± 0.0001
+ flavour oscillations 3.0439 ± 0.0001 3.0440 ± 0.0001

• Conditioned NBE scans the parameter space of a BSM model [5] that
can resolve the 2� tension with #e↵ = 2.81 ± 0.12 [6]
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How to simulate the early universe

Distribution function  
(Bose-Einstein, Fermi-Dirac, …)

fa

∂fa(x, y)
∂x

=
1

H(x)
𝒞a[ f ](x, y)

Comoving quantities:

time , momentum x y

Collision operator 
(phase space integral)

Applications: 
dark matter production,


neutrino decoupling,

leptogenesis/baryogenesisMatch particle number changes 

from expansion and collisions



Computational challenges

Classical approach

Evolve  on  
fixed momentum grid

fa(x, y)

Neural Boltzmann Equations

Rewrite collision operator  
and use quadrature methods

Parameter scan takes  
 runs𝒪(1000)

Continuous ansatz 
(neural distribution functions) 

Monte Carlo tools from LHC

Single conditional solve
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1) Neural distribution functions
Learnable parametrization   
inspired by Fermi-Dirac/Bose-Einstein: 

ω

f(y) =
4π2E

y2
η p(y)

ω = {η, (wm, αm, λm)M
m=1} = NN(ξ; θ)

p(y) =
y

ET

M

∑
m=1

wm γ(ε αm, λm)
ε =

z2 + m2 − m
T

γ(ϵ |α, λ) =
λ

Γ(α)
(λϵ)α−1e−λϵ

Predict parametrisation based on theory :ξ



2) Monte Carlo collision operator

Tricks (borrowed from LHC):  
MadSpace mappings,  sampling,

MadNIS normalising flow refinement

f(y)

more sample efficient  
than BEST!
1000 ×
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σ̄ ∝ 1/ Ns

𝒞a[ f ] =
1

2Ea ∑
k

∫ dΦk |ℳk |2 Λk[ f ]

Λk[ f ] = ∏
a∈kout

fa ∏
a∈kin

(1 ∓ fa) − (in ↔ out)



3) Natural gradient training

1) Build fixed-point target , construct 
residual , weights  

gtarget(y)
r = g(y; θ) − gtarget(y) w
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2) Natural gradient step

J =
∂g(y; θ)

∂θ
W = diag(w) F = J⊤WJ

Alternatively: θ′￼ = θ − J⊤(JJ⊤)−1r

θ′￼ = θ − F−1J⊤Wr

PINNs don’t work!



Neutrino decoupling

Early universe precision observable:

Neff = 3.0440 ± 0.0001
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NBE matches precision of literature value

Deviation from  
equilibrium



Neutrino decoupling with new particles

Experiment: Neff = 2.81 ± 0.12
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Theory (SM): Neff = 3.0440 ± 0.0002

Extended theory with 
new particles

single NBE training

agrees
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Summary
• NBE can do fast+precise  

cosmic evolution calculations


• Use LHC event generation tools  
for cosmology


• The natural gradient method is cool!

Learn more  
at poster #65
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Neural distribution functions

• Factorise 5 (H) into normalisation ◆ and normalised shape ?(H)
5 (H) = 4�2

⇢

H
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◆ ?(H) , ◆ =
π

dH
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• Density ?(H) as gamma mixture in the kinetic energy ⌘
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• Ensure 5  1 for fermions with an unconstrained 50 as 5 = 50/(1 + 50)
• Predict parameters $ with NN conditioned on theory ⇢
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�
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Collision operator

• MC integral over all other particles

C0[ 5 ] =
1

2⇢0
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• MadSpace [2] mappings, 5 (H)
sampling, MadNIS flow refinement

• NBE 1000⇥ more sample efficient
than BEST baseline [3]
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Algorithm 1 Phase space generation for a process with < ingoing and = � < outgoing particles.

Require: observed momentum H1, condition ⇢, masses <1, . . . ,<=, proposal densities ?2, . . . , ?<

1: ÆH1 H1Î 3 observed leg, pinned to a fixed axis Î

2: H: ⇠ ?:( · | ⇢), ⌦̂: ⇠ U((2) for : = 2, . . . ,< 3 sample initial legs
3: Dout ⇠ U

�[0, 1]3(=�<)�4�
4: if neural importance sampling then
5: D , �enc ToUnitCube(H2, . . . , H< , ⌦̂2, . . . , ⌦̂< , Dout)
6: D , �flow Flow(D | H1, ⇢) 3 MadNIS refinement
7: (H2, . . . , H< , ⌦̂2, . . . , ⌦̂< , Dout), �dec ToUnitCube�1(D)
8: else
9: �enc, �flow, �dec 1

10: ÆH:  H:⌦̂: for : = 2, . . . ,< 3 build initial state
11:
p
B  

⇥
(Õ

:< ⇢:)2 � |
Õ

:< ÆH: |2
⇤1/2

with ⇢: = (H2
:
+ <

2
:
)1/2

12: ÆH<+1, . . . , ÆH= , �ps MadSpace(Dout;
p
B , <<+1, . . . ,<=) 3 build final state

13: Fps �enc �flow �dec �ps
Œ

<

:=2
◆:

5:(H: |⇢) 3 importance weight
14: return (ÆH1, . . . , ÆH=; Fps)

Boltzmann equations

• Solve for particle distribution function 50(H)
evolution in expanding universe

• Comoving quantities: time G, momentum H

• Examples: dark matter production,
baryogenesis/leptogenesis, neutrino
decoupling

% 50(H)
% log G

=
1

�

C0[ 5 ]

Challenges

• Increase overall numerical precision
• Advanced collision integrals
(higher-multiplicity processes, NLO)

• Flexible and easy to use framework
• Theory parameter conditioned training for
efficient scans

Boltzmann equation solver

• Fixed-point iteration with stiffness-aware target
• Natural gradient updates include function space geometry
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Algorithm 2 Boltzmann solver step log G= ! log G=+1 fixed-point iteration

Require: condition prior ?prior(⇢), frozen previous solutions =, =�1, . . .
1: =+1 = 3 warm-start from previous step
2: repeat
3: ⇢8 ⇠ ?prior(⇢) for 8 = 1, . . . , ⌫ 3 sample conditions
4: ⇢ (⇢1, . . . ⇢⌫) 3 batched evaluation
5: $;  NN(⇢;;) for ; = = + 1, = , . . . 3 cache distribution function parameters
6: for species 0 = 1, . . . ,# do 3 update each species independently
7: H ⇠ ?( · |$=+1,0) 3 sample test momenta
8: B(H), �(H) evaluate collision integral
9: �(H), ✏ evaluate scheme coefficients
10: 6target(H) )(6(H;$=+1,0), B(H), �(H),�(H), ✏) 3 fixed-point target
11: A8  6(H;$=+1,0) � 6target(H)
12: F  

⇥
?(H|$=+1,0) 6(H;$=+1,0)

⇤�1
13: �  %6(H;$())

%

���
==+1,0

using autodiff

14: ,  diag(F), � �
>
,�

15: =+1,0  =+1,0 � �
�1
�
>
,A 3 natural-gradient step

16: until convergence criteria satisfied

Example: neutrino decoupling

• Precision Standard Model calculation of #e↵, the effective number of
relativistic neutrino degrees of freedom

• Excellent agreement with the literature result #e↵ = 3.0440 ± 0.0001 [4]

Description NBE Literature

Instantaneous decoupling — 3 (exact)
Non-instantaneous 3.0340 ± 0.0001 3.0350 ± 0.0010
+ finite-temperature QED 3.0434 ± 0.0001 3.0443 ± 0.0010
+ spectral distortions 3.0434 ± 0.0001 3.0434 ± 0.0001
+ flavour oscillations 3.0439 ± 0.0001 3.0440 ± 0.0001

• Conditioned NBE scans the parameter space of a BSM model [5] that
can resolve the 2� tension with #e↵ = 2.81 ± 0.12 [6]
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